CS 189

Introduction to Machine Learning

Spring 2021 Jonathan Shewchuk HW4

Due: Wednesday, March 10 at 11:59 PM

This homework consists of coding assignments and math problems. Begin early; you can submit
models to Kaggle only twice a day!

1. Kaggle: Submit your predictions to
https://www.kaggle.com/c/spring21-cs189-hw4-wine

2. Write-up: Submit your solution in PDF format to “Homework 4 Write-Up” on Gradescope.

State your name, and if you have discussed this homework with anyone (other than
GSIs), list the names of them all.

Begin the solution for each question in a new page. Do not put content for different
questions in the same page. You may use multiple pages for a question if required.

If you include figures, graphs or tables for a question, any explanations should accom-
pany them in the same page. Do NOT put these in an appendix!

Only PDF uploads to Gradescope will be accepted. You may use I£TEX or Word to
typeset your solution or scan a neatly handwritten solution to produce the PDF.
Replicate all your code in an appendix. Begin code for each coding question in a fresh
page. Do not put code from multiple questions in the same page. When you upload this
PDF on Gradescope, make sure that you assign the relevant pages of your code from
appendix to correct questions.

3. Code: Additionally, submit all your code as a ZIP to “Homework 4 Code” on Gradescope.

Notation.

Set a seed for all pseudo-random numbers generated in your code. This ensures
your results are replicated when readers run your code.

Include a README with your name, student ID, the values of the random seed (above)
you used, and any instructions for compilation.

Do NOT provide any data files, but supply instructions on how to add data to your code.
Code requiring exorbitant memory or execution time won’t be considered.

Code submitted here must match that in the PDF Write-up, and produce the exact output
submitted to Kaggle. Inconsistent or incomplete code won’t be accepted.

In this assignment we use the following conventions.

e Symbol “defined equal to” (£) defines the quantity to its left to be the expression to its right.

e Scalars are lowercase non-bold: x, u;, @;. Matrices are uppercase alphabets: A, B, C;. Vec-
tors (column vectors) are in bold: x, a3, X, Y;.

e ||v|| denotes the Euclidean norm (length) of vector v: ||v|]| £ /v - v. ||A|| denotes the (operator)
norm of matrix A, the magnitude of its largest singular value: ||A|| = max,=; [[Av]|.

e [n] £{1,2,3,...,n}. 1 and 0 denote the vectors with all-ones and all-zeros, respectively.
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1 HOIlOI' Code

Declare and sign the following statement:

“I certify that all solutions in this document are entirely my own and that I have not looked at
anyone else’s solution. I have given credit to all external sources I consulted.”

Signature :

While discussions are encouraged, everything in your solution must be your (and only your) cre-
ation. Furthermore, all external material (i.e., anything outside lectures and assigned readings,
including figures and pictures) should be cited properly. We wish to remind you that consequences
of academic misconduct are particularly severe!

Solution: [RUBRIC: (+1 point) if declared and signed.]

2 Logistic Regression with Newton's Method

Given examples xi,X»,...,X, € R¢ and associated labels y;,ys,...,y, € {0, 1}, the cost function
for unregularized logistic regression is

n

VGOEEDY [yi Ins; + (1= y)In(l - s»)

i=1
where s; 2 s(x; - w), w € R? is a weight vector, and s(y) £ 1/(1 + ™) is the logistic function.

Define the n X d design matrix X (whose i row is X)), the label n-vectory £ [y; ... y,]7, and

s 2 [s; ... s,]. Foran n-vector a, let Ina £ [Ina; ... Ina,]”. The cost function can be
rewritten in vector form as J(w) = —y-Ins— (1 —-y)-In(1 —s).

Hint: Recall matrix calculus identities Vyay = (an/)yT+a/ny; Vx(y-z) = (ny)z+(sz)y; Vif(y) =
(ny)(Vyf (y)); Vig(y) = (ny)(Vyg(y)); and V,Cy(x) = (ny(x))CT (where C is a constant matrix).

Solution: [RUBRIC: Total (+11 points) for Q2.]

1 Derive the gradient V,,J(w) of cost J(w) as a matrix-vector expression. Also derive all inter-
mediate derivatives in matrix-vector form. Do NOT specify them in terms of their individual
components.

Solution:

[RUBRIC: Throughout (2.1), do NOT accept any intermediate or final answer which is not
written as expreswsion of vectors and/or matrices. |

Let X be the design matrix (whose rows are x; ). Since y and 1 —y are independent of w, use
Vx(y . z) = (ny)z + (sz)y = (sz)y to get

VwJ(W) = —(VW In s(Xw))y - (VW In(1 - s(Xw)))(l -y) (1)
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[RUBRIC: (+1 point) for correct application of identity. (+0.5 point) for partially correct
application of identity.]

Now apply the chain rule on V, Ins(Xw) and V, In (1 - s(Xw)) to get

Vv, Ins(Xw) = (Vwa)(va(x))(Vs In s)

Vo In (1 = s(XW)) = (Vo XW)(Vys(x))(Vs In(1 - 5)) @

[RUBRIC: (+1 point) for correct application of chain rule. (+0.5 point) for partially correct
application of chain rule.]

Thus, observe that Vo, Xw = X7, V,s(x) = diag(s;(1 —s;)) where diag(a;) denotes the diagonal
matrix with entries a;, VsIns = diag(1/s;) and VgIn(1 —s) = diag( - ﬁ)
[RUBRIC: For each correct intermediate derivative, add (+0.5 points) for a correct deriva-
tion, and (+0.5 points) for a correct matrix-vector answer. You should accept a component-
wise derivation but the final expression of these intermediate derivatives must be in matrix-
vector form. Thus, total 4 X (0.5 + 0.5) = (+4 points) for correct derivations and answers of
4 intermediates above. ]

Substitution into (2)) gives Vy Ins(Xw) = X' diag(s;(1 — s;)) diag(1/s;) = X diag(1 — s,).
Substitution into (2) gives Vy In(1 — s(Xw)) = X diag(si(1-s,)) diag(—1-) = ~X"diag(s).
Substitute these into (I]) and simplify, giving

VwJ(w) = =X "diag(1 — s,)y + X " diag(s;))(1 —y)
= X "diag(s;)1 — X "diag(1 — s;)y — X "diag(s,)y
=X"s— X"y (using diag(s;)1 = s and diag(1 — s;) + diag(s;) = 1)
=X"(s-y)

3)

[RUBRIC: (+1 point) for correct final answer.]
[RUBRIC: Total (+7 points) for 2.1!]

2 Derive the Hessian V%vJ (w) for the cost function J(w) as a matrix-vector expression.
Solution: Begin from solution of sub-part (1.1) to get Vy(VywJ) = Vu X (s —y) = Vi XTs.
Since X does not depend on w, use identity VyCy(X) = (ny(x))C T to get V%VJ = (VWS(XW))X .
Also from sub-part (1.1) we know Vys(Xw) = X Tdiag(s;(1 —s;)). Define Q = diag(s;(1 —s;))
to finally get V2J = XTQX.

[RUBRIC: (+0.5 point) for correct substitution. (+0.5 point) for correct Hessian.]
[RUBRIC: Total (+1 point) for 2.2!]

3 Write the matrix-vector update law for one iteration of Newton’s method, substituting the gra-
dient and Hessian of J(w). Solution: The update law for Newton’s method is w1 = w" —

(V2J)"'(VJ). Subsitution from sub-parts (1.1) and (1.2) gives w'*" = wO+(XTQX)' X (y-
s)
[RUBRIC: (+1 point) for correct update law.]
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4 You are given four examples x; = [0.2 3.1]7,x, = [1.0 3.0]",x3 = [-0.2 1.2]7,x4 =
[1.0 1.1]7 with labels y; = 1,y, = 1,y3 = 0,y4 = 0. These points cannot be separated by a
line passing through origin. Hence, as described in lecture, append a 1 to each X;c4) and use
a weight vector w € R? whose last component is the bias term (called « in lecture). Begin

with initial weight w® = [—1 1 O] . For the following, state only the final answer with
four digits after the decimal point. You may use a calculator or write a program to solve for
these, but do NOT submit any code for this part.

Solution:

import numpy as np

# Helper func

def sigmoid(x):
sigm = 1. / (1. + np.exp(-x))
return sigm

def calc_next_si(X, wi):
return sigmoid(X.dot(wi))

def calc_next_wi(X, wi, si, lambda_):
Omega = np.diag(np.multiply(si, 1 - si))
XtOX_term = X.T.dot(Omega) .dot(X)
left_side = np.linalg.inv((2 * lambda_ * np.eye(XtOX_term.shape[0]) + XtOX_term))

#print the inverse
#print(left_side)

right_side = 2 * lambda_ * wi - X.T.dot(y - si)
w_next = wi - left_side.dot(right_side)
return w_next

# Define data
X = np.array(
[[0.2, 3.1, 1],
[1.0, 3.0, 1],
[-0.2, 1.2, 11,
[1.0, 1.1, 11]
)
y = np.array([1, 1, 0, 0])
w_0 = np.array([-1, 1, 0])

# for Unregularized rrgression
lambda_ = 0.0

# set printing positions after decimal
np.set_printoptions(precision=4)

# Part A.
s_0 = calc_next_si(X, w_0)
print("Part A. s_0 = %s" % (str(s_0)))

# Part B
w_1l = calc_next_wi(X, w_0, s_0, lambda_)
print("Part B. w_1 = %s" % (str(w_1)))

# Part C
s_1 = calc_next_si(X, w_1)
print("Part C. s_1 = %s" % (str(s_1)))

# Part D
w_2 = calc_next_wi(X, w_1, s_1, lambda_)
print("Part D. w_2 = %s" % (str(w_2)))
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[RUBRIC: (+0.5 point) for correct answer in each sub-part. Answer is correct iff within
+0.0001 of the values below. NO points for code or intermediate calculations.]

[RUBRIC: Total (+2 points) for 2.4!]

(a) State the value of s (the initial value of s).
Solution: s =[0.9478 0.8808 0.8022 0.5249].

(b) State the value of w'" (the value of w after 1 iteration).
Solution: w» =[1.3247 3.0499 - 6.8291].

(c) State the value of sV (the value of s after 1 iteration).
Solution: s/ =[0.9474 0.9746 0.0312 0.1044].

(d) State the value of w'? (the value of w after 2 iterations).
Solution: w® =[1.3659 4.1575 —9.1996].

3 Wine Classification with Logistic Regression

The wine dataset data.mat consists of 6,497 sample points, each having 12 features. The descrip-
tion of these features is provided in data.mat. The dataset includes a training set of 6,000 sample
points and a test set of 497 sample points. Your classifier needs to predict whether a wine is white
(class label 0) or red (class label 1).

Begin by normalizing the data with each feature’s mean and standard deviation. You should use
training data statistics to normalize both training and validation/test data. Then add a fictitious
dimension. Whenever required, it is recommended that you tune hyperparameter values with cross-
validation.

Please set a random seed whenever needed and report it.

Use of automatic logistic regression libraries/packages is prohibited for this question. If you
are coding in python, it is better to use scipy.special.expit for evaluating logistic functions
as its code is numerically stable, and doesn’t produce NaN or MathOverflow exceptions.

Solution: [RUBRIC: Total (+20 points) for Q3.]

1 Batch Gradient Descent Update. State the batch gradient descent update law for logistic
regression with £, regularization. As this is a “batch” algorithm, each iteration should use
every training example. You don’t have to show your derivation. You may reuse results from
your solution to question 4.1.

Solution: Let X be the design matrix (with the i row being the sample point x;). Let w®
be the weight iterate at step .

From question 4.1, the batch gradient descent update law is

with = w — e(/lw(t) - X"(y - s(Xw(’)))).
[RUBRIC: (+1 point) for correct update law.]
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2 Batch Gradient Descent Code. Choose reasonable values for the regularization parameter
and step size (learning rate), specify your chosen values, and train your model from question
3.1. Plot the value of the cost function versus the number of iterations spent in training.

Solution: The example code uses € = 0.0001 and A = 0.1.
[RUBRIC: (+0.5 point) for mentioning € used. (+0.5 point) for mentioning A used.]

# Question 4 Grad Descent

import scipy

from scipy import io

import numpy as np

import matplotlib.pyplot as plt

training=scipy.io.loadmat(’data.mat’)

trainfeat=training[’X’]

trainlabel=training[’y’]

num_feat=len(trainfeat[0])

num_train=len(trainfeat)

# Appending extra features and labels to training and test sets
extra_feat=np.ones((num_train, 1))
train_appended=np.append(trainfeat,extra_feat,axis=1)
train_appended=np.append(train_appended,trainlabel,axis=1)
num_feat_tot=num_feat+1

# Validation set

np.random. seed(0)

np.random. shuffle(train_appended)
vali_size=1000
validation_set=train_appended[:vali_size]
train_set=train_appended[vali_size:num_train]

# Normalizing all the features
means=[np.mean(train_set[:,i]) for i in np.arange(num_feat)]
stds=[np.std(train_set[:,i]) for i in np.arange(num_feat)]
for i in np.arange(num_feat):
train_set[:,i]=train_set[:,i] - means[i]
train_set[:,i]=train_set[:,i]/stds[i]

for i in np.arange(num_feat):
validation_set[:,i]=validation_set[:,i] - means[i]
validation_set[:,i]=validation_set[:,i]/stds[i]

# Log reg function
def logis(w,X):
num_samp=X. shape[0]
s=np.zeros ((num_samp,))
for i in np.arange(num_samp) :
s[i]=np.true_divide(l, 1+np.exp(-np.dot (X[i],w)))
return s

# Batch grad descent on training set
w=np.zeros ((num_feat_tot,))
gradl=np.zeros((num_feat_tot,))

# learning rate setting
learn_step=0.0001

# regularization parameter setting
regu_const=0.1

num_iter=7000

cost=np.zeros((num_iter+1,))

s=logis(w,train_set[:, :num_feat_tot])

cost[0]=-np.dot(train_set[:,num_feat_tot],np.log(s))-np.dot(
(1-train_set[:,num_feat_tot]),
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np.log(1l-s)) + (regu_const/2)* np.sum(np.square(w))

for ite in np.arange(num_iter):
diff=train_set[:,num_feat_tot]-s
gradl=regu_const*w - np.dot(
np.transpose(train_set[:, :num_feat_tot]),diff)
w=w-learn_step*grad]
s=logis(w,train_set[:, :num_feat_tot])
cost[ite+1]=-np.dot(train_set[:,num_feat_tot],np.log(s))-np.dot(
(1-train_set[:,num_feat_tot]),
np.log(1l-s)) + (regu_const/2)*np.sum(np.square(w))

# Plotting cost vs. iterations

plt.plot(np.arange(num_iter+1),cost)

plt.xlabel (’Number of iterations in training’)

plt.ylabel(’Cost at the end of training’)

plt.title(’Training loss vs. Number of iterations for Batch Gradient Descent’)
plt.savefig('Wine_GD.png’)

plt.show()

# Checking on validation set

s_test=logis(w,validation_set[:, :num_feat_tot])

diffe=np.rint(s_test)-validation_set[:,num_feat_tot]

accu=(np.true_divide(
diffe.size-np.count_nonzero(diffe),vali_size))*100

print(np.rint(s_test).sum())

print("Validation Accuracy is %.2f%%" % (accu))

[RUBRIC: (+2 points) for an admissible code. A code is admissible iff it matches the code
submission provided in the Code deliverable, compiles successfully, and its execution doesn’t
take exorbitant time or memory.]

[RUBRIC: (+1 point) for setting a random seed in code, and mentioning seed value used.]

Training loss vs. Number of iterations for Batch Gradient Descent
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[RUBRIC: (+1 point) for an admissible plot of training loss with the number of iterations.
A plot is admissible iff it has a correct title and its axes have axis titles and labels.]

[RUBRIC: Total (+5 points) for 3.2!]

3 Stochastic Gradient Descent (SGD) Update. State the SGD update law for logistic regression
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with ¢, regularization. Since this is not a “batch” algorithm anymore, each iteration uses just
one training example. You don’t have to show your derivation.

Solution: Let X be the design matrix (with the i row being the sample point x;). Let w'
be the weight iterate at step ¢.

SGD selects a sample at random and updates the weight according to it, instead of looking
at all examples at each iteration. Although the update function is random, its expected value
must be the same as the update function for batch gradient descent update law.

The SGD update law is
wih = Wi — e(/lw(’) —n(y; — s(x; - W(t)))X;—)

where j ~ Uniform({1, 2, ...,n}).
[RUBRIC: (+1 point) for correct update law. The law is correct iff its expectation with

respect to the random index (of training example chosen) is equal to that of batch GD.]

4 Stochastic Gradient Descent Code. Choose a suitable value for the step size (learning rate),
specify your chosen value, and run your SGD algorithm from question 3.3. Plot the value of
the cost function versus the number of iterations spent in training.

Compare your plot here with that of question 3.2. Which method converges more quickly?
Briefly describe what you observe.

Solution: The example code uses € = 10 and 1 = 0.1.

[RUBRIC: (+0.5 point) for mentioning € used. (+0.5 point) for mentioning A used.]

# Question 4 Stochastic Grad Descent

import scipy

from scipy import io

import numpy as np

import matplotlib.pyplot as plt

training=scipy.io.loadmat(’data.mat’)
trainfeat=training[’X’]
trainlabel=training[’y’]
num_feat=len(trainfeat[0])
num_train=len(trainfeat)

# Appending extra features and labels to training and test sets
extra_feat=np.ones((num_train, 1))
train_appended=np.append(trainfeat,extra_feat,axis=1)
train_appended=np.append(train_appended, trainlabel,axis=1)
num_feat_tot=num_feat+1

# Validation set

np.random. seed(0)

np.random. shuffle(train_appended)
vali_size=1000
validation_set=train_appended[:vali_size]
train_set=train_appended[vali_size:num_train]

# Normalizing all the features
means=[np.mean(train_set[:,i]) for i in np.arange(num_feat)]
stds=[np.std(train_set[:,i]) for i in np.arange(num_feat)]
for i in np.arange(num_feat):

train_set[:,i]=train_set[:,i] - means[i]
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train_set[:,i]=train_set[:,i]/stds[i]

for i in np.arange(num_feat):
validation_set[:,i]=validation_set[:,i] - means[i]
validation_set[:,i]=validation_set[:,i]/stds[i]

# Log reg function
def logis(w,X):
num_samp=X. shape[0]
s=np.zeros((num_samp,))
for i in np.arange(num_samp) :
s[i]=np.true_divide(l, l1+np.exp(-np.dot(X[i],w)))
return s

# Question 3 SGD with constant learning rate
train_size=num_train-vali_size

# Stochastic grad descent on training set
# For constant learning rate

w=np.zeros ((num_feat_tot,))
gradl=np.zeros((num_feat_tot,))

# For proportional learning rate
w_s=np.zeros((num_feat_tot,))
grad)_s=np.zeros((num_feat_tot,))

# For constant learning rate, use (for example)
learn_step=1e-6

# for proportional learning rate, use initial (for example)
learn_step_ini=1le-4

# regularization paramter
regu_const=0.1

num_iter=7000

cost=np.zeros((num_iter+1,)) # for constant learning rate
cost_s=np.zeros((num_iter+1,)) # for proportional learning rate

s=logis(w,train_set[:, :num_feat_tot]) # for constant learing rate
ss=logis(w,train_set[:, :num_feat_tot]) # for proportional learning rate

# cost for constant learning rate
cost[0]=-np.dot(train_set[:,num_feat_tot],np.log(s))-np.dot(
(1-train_set[:,num_feat_tot]),
np.log(l-s)) + (regu_const/2)*np.sum(np.square(w))
# cost for proportional learning rate
cost_s[0]=-np.dot(train_set[:,num_feat_tot],np.log(ss))-np.dot(
(1-train_set[:,num_feat_tot]),
np.log(l-ss)) + (regu_const/2)*np.sum(np.square(w_s))

sample_index=-1
for ite in np.arange(num_iter):
print(ite)
learn_step_s=np.true_divide(learn_step_ini,ite+1)
sample_index=sample_index+1
if sample_index==train_size:
np.random.shuffle(train_set)
sample_index=0

diff=train_set[:,num_feat_tot]-s # for constant learning rate
diff_s=train_set[:,num_feat_tot]-ss # for proportional learning rate

# for constant learning rate
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gradl]= regu_const*w - train_size * diff[sample_index]*np.transpose(
train_set[sample_index, :num_feat_tot])

# for proportional learning rate

gradl_s = regu_const*w_s - train_size * diff_s[sample_index]*np.transpose(
train_set[sample_index, :num_feat_tot])

w=w-learn_step*grad] # for constant learning rate
w_s=w_s-learn_step_s*gradl_s # for proportional learning rate

s=logis(w,train_set[:, :num_feat_tot]) # for constant learning rate
ss=logis(w_s,train_set[:, :num_feat_tot]) # for proportional learning rate

# cost for constant learning rate

cost[ite+1]=-np.dot(train_set[:,num_feat_tot],np.log(s))-np.dot(
(1-train_set[:,num_feat_tot]),
np.log(l-s))+(regu_const/2)*np.sum(np.square(w))

# cost for proportional learning rate

cost_s[ite+1]=-np.dot(train_set[:,num_feat_tot],np.log(ss))-np.dot(
(1-train_set[:,num_feat_tot]),
np.log(l-ss))+(regu_const/2)*np.sum(np.square(w_s))

# Plotting cost vs. iterations

plt.plot(np.arange(num_iter+1),cost)

plt.xlabel(’Number of iterations in training’)

plt.ylabel(’Cost at the end of training’)

plt.title(’Training loss vs. Number of iterations for Stochastic Gradient Descent’)
plt.savefig('Wine_SGD.png’)

plt.clfQ

plt.close()

# Plotting cost vs. iterations

plt.plot(np.arange(num_iter+1), cost, "-r", label="no decay")
plt.plot(np.arange(num_iter+1),cost_s, "-b", label="decay")

plt.xlabel (’Number of iterations in training’)

plt.ylabel(’Cost at the end of training’)

plt.legend(loc="upper left")

plt.title(’SGD Training loss vs. iterations with decaying & const learning rate’)
plt.savefig(’Wine_SGD_combined.png’)

plt.clfQ

plt.close()

# Checking on validation set

s_test=logis(w,validation_set[:, :num_feat_tot])
ss_test=logis(w_s,validation_set[:, :num_feat_tot])
diffe=np.rint(s_test)-validation_set[:,num_feat_tot]
diffe_s=np.rint(ss_test)-validation_set[:,num_feat_tot]
accu=(np.true_divide(diffe.size-np.count_nonzero(diffe),vali_size))*100
accu_s=(np.true_divide(diffe_s.size-np.count_nonzero(diffe_s),vali_size))*100
print("SGD Validation Accuracy (constant learning rate) is %.2f%%" % (accu))
print("SGD Validation Accuracy (decaying learning rate) is %.2f%%" % (accu_s))

[RUBRIC: (+2 points) for an admissible code. A code is admissible iff it matches the code
submission provided in the Code deliverable, compiles successfully, and its execution doesn’t
take exorbitant time or memory.]

[RUBRIC: (+1 point) for setting a random seed in code, and mentioning seed value used.]
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Training loss vs. Number of iterations for Stochastic Gradient Descent
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[RUBRIC: (+1 point) for an admissible plot of training loss with number of iterations. A
plot is admissible iff it has a correct title and its axes have axis titles and labels.]
SGD converges to a final training loss much higher than batch gradient descent.
[RUBRIC: Total (+1 points) for observing SGD is slower/ converges to a higher cost.]
[RUBRIC: Total (+6 points) for 3.4!]

5 Instead of using a constant step size (learning rate) in SGD, you could use a step size that
slowly shrinks from iteration to iteration. Run your SGD algorithm from question 3.3 with
a step size ¢ = o/t where ¢ is the iteration number and ¢ is a hyperparameter you select

empirically. Mention the value of 6 chosen. Plot the value of cost function versus the number
of iterations spent in training.

How does this compare to the convergence of your previous SGD code?

Solution: The example code chooses 6 = 107*. There is dramatic improvement in the
convergence at the start, but in the end it is not as good. Note that the trend depends on the
learning rates chosen in both cases.

[RUBRIC: (+1 point) for mentioning value of ¢ used.]
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SGD Training loss vs. iterations with decaying & const learning rate
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[RUBRIC: (+1 point) for an admissible plot of training loss with the number of iterations.
A plot is admissible iff it has a correct title and its axes have axis titles and labels.]

[RUBRIC: (+1 point) for stating the trend comparison between decayed and constant learn-
ing rates. Any observation in the comparison is acceptable, because it depends on the learning
rate choices. |

[RUBRIC: Total (+3 points) for 3.5!]

6 Kaggle. Train your best classifier on the entire training set and submit your prediction on the
test sample points to Kaggle. As always for Kaggle competitions, you are welcome to add
or remove features, tweak the algorithm, and do pretty much anything you want to improve
your Kaggle leaderboard performance except that you may not replace or augment logistic
regression with a wholly different learning algorithm. Your code should output the predicted
labels in a CSV file.

Report your Kaggle username and your best score, and briefly describe what your best clas-
sifier does to achieve that score.
Solution: [RUBRIC: For 3.6, give ZERO point if Kaggle username is not mentioned. ]

[RUBRIC: (+0.5 point) for mentioning best Kaggle score. (+0.5 point) for a short descrip-
tion of the best algorithm.]

[RUBRIC: (+1 point) if Kaggle test accuracy is equal or better than 90%. (+1 point) if
Kaggle rank is < 75 i.e. if about 90" percentile or better. (+1 point) if Kaggle rank is < 20
i.e. if about 98" percentile or better.]

[RUBRIC: Total (+4 points) for 3.6!]
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4 A Bayesian Interpretation of Lasso

Suppose you are aware that the labels y;c,; corresponding to sample points Xc(,) € R? follow the
density law

FOlx, W) & o)

o V2n

where o > 0 is a known constant and w € R? is a random parameter. Suppose further that experts
have told you that

e cach component of w is independent of the others, and
e cach component of w has the Laplace distribution with location 0 and scale being a known
constant b. That is, each component w; obeys the density law f(w;) = e ™/®/(2b).

Assume the outputs y;e(, are independent from each other.

Your goal is to find the choice of parameter w that is most likely given the input-output examples
(Xi, ¥i)iefn- This method of estimating parameters is called maximum a posteriori (MAP); Latin for
“maximum [odds ] from what follows.”

Solution: [RUBRIC: Total (+4 points) for QS.]

1. Derive the posterior probability density law f(W|(Xi, y;)ie(n) for w up to a proportionality
constant by applying Bayes’ Theorem and using the densities f(y;|x;, w) and f(w). Don’t try
to derive an exact expression for f(w|(Xi, ¥i)iers1), as it is very involved.

Solution:

By Bayes’ Theorem,

FQyitiern W, (Xibiepn) f (W)
f({yi}ie[n]l{xi}ie[n]) .

Here {y;}ic, 1s the collection of n random variables y;, and similarly {X;};c[n-

SWIXi, yiern) = “4)

[RUBRIC: (+1 point) for the correct application of Bayes’ Theorem.]
By the independence of the y;’s,

(Vi — W X:)2
FObicnlw, Kikie) = | | FOilw,x0) = (@ V27) " exp (_ > M] _

2
icln] i=1 20
Similarly, by the independence of the w;’s,

fowy =[] £owp) = @by e X,

Jeld]

[RUBRIC: (+0.5 point) for correct expression using the independence of the y;’s. (+0.5
point) for correct expression using the independence of the w;’s. ]

HW4, ©UCB CS 189, Spring 2021. All Rights Reserved. This may not be publicly shared without explicit permission. 13



Next, observe that the denominator of Equation (E[) 18 f({yitieml{Xitiepn)) = Bwlf(yi}iepnIW, {Xi}]
which is a constant. Therefore,

n IR _vd ..
SO yietn) o | | FOiwox) | [ fow)) oc e BRbmwiGon =i bl

i€[n] Jeld]

[RUBRIC: (+1 point) for correct expression of posterior upto a proportionality constant.]
[RUBRIC: Total (+3 points) for 5.1!]

. Define the log-likelihood for MAP as (W) = In f(W|[X;c[u], Vie,)- Show that maximizing the
MAP log-likelihood over all choices of w is the same as minimizing ), (y; —w- x;)% + Allwl|y
where ||w]|; = Z;‘;l lw;l and A is a constant.

n :—Wexs )2 .
Solution: From question 4.1 we have £(w) = —% - % + In ¢ where c is the pro-

portionality constant. Clearly, maximizing €(-) (ignore In ¢ as it doesn’t affect the objective)
is equivalent to minimizing Y/, (y; — W - X;)* + Zi,i||W||1

[RUBRIC: (+0.5 point) for correct expression of £(w) within a constant. (+0.5 point) for
correct value of A = %. ]

[RUBRIC: Total (+1 point) for 5.2!]

3 fl—regularization, fz—regularization, and Sparsity

You are given a design matrix X (whose '

" row is sample point x7) and an n-vector of labels

y £ [y1 ... y.I". For simplicity, assume X is whitened, so X' X = nl. Do not add a fictitious
dimension/bias term; for input 0, the output is always 0. Let x,; denote the i column of X.

Solution: [RUBRIC: Total (+10.5 points) for Q @]

1. The £,-norm for w € R? is defined as ||w|| = (Zle Iw,-lp)ﬁ, where p > 0. Plot the isocontours
with w € R?, for the following:

@ts ®dG (©6bL

Use of automatic libraries/packages for computing norms is prohibited for the question.

Solution:

import numpy as np
import matplotlib.pyplot as plt

def lp_norm(X, Y, p):
return (np.abs(X)**p + np.abs(Y)**p)**(1/p)

np.linspace(-2, 2, 500)
np.linspace(-2, 2, 500)
, Y = np.meshgrid(x, y)

X
y
X

# subpart (a)

Z = lp_norm(X, Y, 0.5)
plt.contour(X, Y, Z2)
plt.show()
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# subpart (b)

Z = lp_norm(X, Y, 1)
plt.contour(X, Y, Z2)
plt.show()

# subpart (c)

Z = lp_norm(X, Y, 2)
plt.contour(X, Y, Z)
plt.show()

[RUBRIC: (+0.5 point) for each correct subpart]

2. Show that the cost function for ¢;-regularized least squares, J;(w) = ||IXw — y|* + A||w|l,
(where A > 0), can be rewritten as J,(w) = ||y||> + Zle f(X.;, w;) where f(-,-) is a suitable
function whose first argument is a vector and second argument is a scalar.

Solution: Expand the objective and use X' X = nl to get Jy(w) = w/ X" Xw — 2y’ Xw +
[IyI1> + Alwlly = lIyll* + nllwl? = 2y" Xw + Aliwll;. Now substitute nl[w|* = 3 ¢y nw3; Alwll =
A jera W15 2y' Xw =2 2 jeta)(Y - X.))w; and simplify to get f(u, a) = na*—2(y -wya + Al|all.

[RUBRIC: (+1 point) for correct expression for f(u, a).]

3. Using your solution to part derive necessary and sufficient conditions for the i component
of the optimizer w* of J;(-) to satisfy each of these three properties: w; > 0,w’ = 0, and
wi < 0.

l

Solution:

From question 5.1 we know that to find component w; only g;(u) = nu? — 2k;u + Al|ul| needs
to be minimized (here k; £ y - Xx,;). Using I[...] for indicator variables, we have

gi(w) =1I[u > 0)(nu? — 2ku + Au) + Iu < 0](nu2 — 2kju — Au).

Necessary and Sufficient condition for w; > 0. Notice that g;(0) = 0, and w; > 0 iff
inf, g;(u) < inf,( g;(u). Use properties of quadratic functions to see inf .o g:(u) = —(1/n)(k;—
A/2)[(k; — A/2)/n > 0] and inf,< g;(u) = —(1/n)(k; + 1/2)*1[(k; + 1/2)/n < O].

Thus, wi > 0iff —=(1/n)(k; = 2/2)*1[(k; — 1/2)/n > 0] < =(1/n)(k; + A/2)*1[(k; + 2/2)/n < 0],
which in turn is true iff k; — 1/2 > 0.

Necessary and Sufficient condition for wi < 0. Similarly, w < 0iff inf,. g;(u) < inf,5¢ gi(u).
Thus, wi < 0iff —=(1/n)(k; + 4/2)*1[(k; + 2/2)/n < 0] < =(1/n)(k; — /2)*1[(k; — 2/2)/n > 0],
which in turn is true iff k; + /2 < 0.

Therefore, by negation of (w; > 0) U (w} < 0), deduce that w; = 0iff —1/2 < k; < /2.
[RUBRIC: (+0.5 point) for correct necessary and sufficient condition of each of three cases:
wi < 0,w! >0, w = 0. Total (+1.5 points) when all 3 conditions are correct. Make sure

that you distinguish < and < when judging if student’s condition is correct. Similarly > is
different from >. Do NOT accept the wrong inequality sign.]

[RUBRIC: Students need to only derive the necessary and sufficient condition for two of the
three conditions; the third is immediately obtained by negation. Do NOT award any points
for proof of necessary and sufficiency of the third condition.
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Thus, for each of atleast 2 of the 3 conditions supplied by the student:
e (+1 point) for correct explanation that condition is necessary. Explanation for wrong
condition (including wrong inequality) is completely wrong.
e (+1 point) for correct explanation that condition is sufficient. Explanation for wrong
condition (including wrong inequality) is completely wrong.
Total points for necessary and sufficiency are: 2 conditions X (1 + 1) points = (+4 points).]
[RUBRIC: Total (+5.5 points) for 6.2!]

4. For the optimizer w* of the £,-regularized least squares cost function J>(w) = ||[Xw — y|[*> +
A|w||* (where A > 0), derive a necessary and sufficient condition for Wf = 0, where wf is the
ith component of w",

Solution: V.J, = nw* - 2X"y + Aw* = 0. Thus, w} = 22 whichis 0iff y - x,; = 0
[RUBRIC: (+0.5 point) for correct expression of VyJ;. (+0.5 point) for correct condition. ]

[RUBRIC: Total (+1 point) for 6.3!]

5. A vector is called sparse if most of its components are 0. From your solution to part[3]and 4]
which of w* and w” is more likely to be sparse? Why?

Solution: wf =0iffy - x,; = O whereas w; = 0iff —1/2 <y -x,; < 4/2. Since y - X,; is more
likely to lie in an interval than be a specific value, w* is more likely to be sparse.

[RUBRIC: (+0.5 point) for saying that w* (corresponding to ¢; regularization) is more likely
to be sparse. (+1 point) for correct argument why it is so.]

[RUBRIC: Total (+1.5 points) for 6.4!]
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