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Act I: 
Evasion
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What will a state-of-the-art 
neural network transcribe?



"It was the best of times, it was the 
worst of times, it was the age of 

wisdom, it was the age of 
foolishness, it was the epoch of 

belief, it was the epoch of incredulity"



Okay, lesson learned. 
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How do these attacks work?
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That's what we can do 
with access to the weights

What can we do 
without the weights?



































How do we defend against attacks?
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... and that's almost it.
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Act II: 
Poisoning
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That's linear regression. 

What about more complicated models?
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https://xkcd.com/2169/

















How do we prevent this?
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Act IV: 
Model Stealing
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Can I get a fancy ML model ... 

... without paying for it?

















P(cat) = .95



P(dog) = .95
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Act V: 
Conclusions
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