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So Far: Foundational Methods



Now: Advanced Applications



AlphaGo

[Silver et al (Deepmind), 2015]



Next level games?

§ Dota2 – OpenAI Five § Starcraft – Deepmind’s AlphaStar
https://deepmind.com/blog/article/alphastar-mastering-real-time-strategy-game-starcraft-iihttps://openai.com/five/



Why Dota?

§ Problem (seemingly) out of reach of existing Deep RL

§ However, surprising finding: 
§ Scaling up existing Deep RL + getting the details right got the job done!
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Deep RL

§ Proximal Policy Optimization PPO
§ Discount Factor gamma:

§ annealed from 0.998 (half-life of 46 seconds) to 0.9997 half-life of five minutes)

§ NN architecture:
§ 1024 unit LSTM

§ Self-play training
§ 80% against current self
§ 20% against past selves

§ Randomization with ”lane assignment” till a certain time
§ Hardcode item and skill builds, and choose which of the builds to use at 

random
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Starcraft



What is Starcraft?

Image from Ben Weber



Why is Starcraft Hard?

§ The game of Starcraft is:
§ Adversarial
§ Long Horizon
§ Partially Observable
§ Realtime
§ Huge branching factor
§ Concurrent
§ Resource-rich
§ …

§ No single algorithm (e.g. minimax) 
will solve it off-the-shelf!

Or m
ight it?



AlphaStar

§ Large NN trained:
§ Phase 1: supervised learning to imitate (strong) human players (why?)
§ Phase 2: reinforcement learning
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How strong is AlphaStar?

§ Played against MaNa, one of the world’s strongest StarCraftII
players, among the 10 strongest Protoss players

§ AlphaStar won 5-0
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Robotic Helicopters



Motivating Example

n How do we execute a task like this?
[VIDEO: tictoc_results.wmv]



Autonomous Helicopter Flight

§ Key challenges:

§ Track helicopter position and orientation during flight

§ Decide on control inputs to send to helicopter



Autonomous Helicopter Setup

On-board inertial 
measurement unit (IMU)

Send out controls to 
helicopter

Position



HMM for Tracking the Helicopter

§ State:

§ Measurements: [observation update]
§ 3-D coordinates from vision, 3-axis magnetometer, 3-axis gyro, 3-axis accelerometer

§ Transitions (dynamics): [time elapse update]
§ st+1 = f (st, at) + wt f: encodes helicopter dynamics, w: noise

s = (x, y, z,�, ✓, , ẋ, ẏ, ż, �̇, ✓̇,  ̇)



Helicopter MDP

§ State:

§ Actions (control inputs):
§ alon :  Main rotor longitudinal cyclic pitch control (affects pitch rate)
§ alat :  Main rotor latitudinal cyclic pitch control (affects roll rate)
§ acoll : Main rotor collective pitch (affects main rotor thrust)
§ arud : Tail rotor collective pitch (affects tail rotor thrust)

§ Transitions (dynamics):
§ st+1 = f (st, at) + wt
[f encodes helicopter dynamics]
[w is a probabilistic noise model]

§ Can we solve the MDP yet?

s = (x, y, z,�, ✓, , ẋ, ẏ, ż, �̇, ✓̇,  ̇)



Problem: What’s the Reward?

§ Reward for hovering:



RL: Helicopter Flight

[Andrew Ng] [Video: HELICOPTER]



Problem for More General Case: What’s the Reward?

§ Rewards for “Flip”? 

§ Problem: what’s the target trajectory?

§ Just write it down by hand?



Flips (?)

[VIDEO: 20061204---bad.wmv]



Helicopter Apprenticeship?

29



Demonstrations
[VIDEO: airshow_unaligned.wmv]



Learning a Trajectory

• HMM-like generative model
– Dynamics model used as HMM transition model
– Demos are observations of hidden trajectory

• Problem: how do we align observations to hidden 
trajectory?

Demo 1

Demo 2

Hidden

Abbeel, Coates, Ng, IJRR 2010



Probabilistic Alignment using a Bayes’ Net

§ Dynamic Time Warping
(Needleman&Wunsch 1970, Sakoe&Chiba, 1978)

§ Extended Kalman filter / smoother (=continuous HMM)

Demo 1

Demo 2

Hidden

Abbeel, Coates, Ng, IJRR 2010



Aligned Demonstrations
[VIDEO: airshow_unaligned.wmv]



Alignment of Samples

§ Result: inferred sequence is much cleaner!



Learned Behavior

[Abbeel, Coates, Quigley, Ng, 2010][VIDEO: airshow_trimmed.wmv]



Legged Locomotion



For Perspective: Darpa Robotics Challenge (2015)



Boston Dynamics



Reinforcement Learning Locomotion

[Schulman, Moritz, Levine, Jordan, Abbeel, 2015]



Reinforcement Learning a Wide Range of Skills

[Peng, Abbeel, Levine, van de Panne, 2018] Pieter Abbeel -- UC Berkeley | Gradescope | Covariant.AI



Real Robot

[Kumar, Fu, Pathak, Malik, 2021]



Autonomous Driving



§ 150 mile off-road robot race 
across the Mojave desert

§ Natural and manmade hazards
§ No driver, no remote control
§ No dynamic passing

Grand Challenge 2005: Barstow, CA, to Primm, NV



Autonomous Vehicles

Autonomous vehicle slides adapted from Sebastian Thrun



Grand Challenge 2005 Nova Video

[VIDEO: nova-race-supershort.mp4]



Grand Challenge 2005 – Bad

[VIDEO: grand challenge – bad.wmv]



An Autonomous Car

5 Lasers
Camera

Radar

E-stop
GPS

GPS compass
6 Computers

IMU Steering motor
Control Screen



Actions: Steering Control

Reference Trajectory

Error

Velocity

Steering 
Angle

(with respect 
to trajectory)



Laser Readings for Flat / Empty Road

1
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Laser Readings for Road with Obstacle

DZ



Urban Environments



Google Self-Driving Car (2013)
[VIDEO: ROBOTICS – gcar.m4v]

(mostly lidar)



Recent Progress: NN Semantic Scene Segmentation

PSPNet50
~ neural net classifies every pixel
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Personal Robotics



[Wyrobek, Berger, van der Loos, Salisbury, ICRA 2008]

PR-1

Pieter Abbeel -- UC Berkeley | Gradescope | Covariant.AI



Challenge Task: Robotic Laundry



How about a range of skills?

[Levine*, Finn*, Darrell, Abbeel, JMLR 2016]



Reinforcement Learning

[Levine*, Finn*, Darrell, Abbeel, JMLR 2016]



Learned Skills

[Levine*, Finn*, Darrell, Abbeel, JMLR 2016]



Unsupervised Learning for Interaction?

[Levine et al, 2016]



Highly structured environments

Pre-programmed, deterministic

Traditional Robotic 
Automation

Next Generation:
AI Robotic Automation

Less structured environments

Intelligent, reactive behaviors



Many start-ups are going after the opportunities

Recycling

Farming

Warehousing





Concrete Major Opportunities

order picking
decanting

parcel induction
apparel induction

putwall
kitting



So what happens if someone truly pushes this agenda?



Next Time:

§ AI Research Frontiers
§ Course wrap-up
§ Where to go after 188


