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Recall: File System
 Buffer Cache

•
O

S im
plem

ents a 
cache of disk blocks 
for efficient access 
to data, directories, 
inodes, freem

ap

M
em

ory

D
isk

D
ata blocks

D
ir D

ata blocks

iN
odes

Free bitm
ap

file 
desc PCB

Reading

W
riting

Blocks

State
free

free
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Im
portant “ilities”

•
Availability:the probability that the system

 can accept and process requests
–

M
easured in “nines” of probability: e.g. 99.9% probability is “3-nines of availability”

–
Key idea here is independence of failures

•
D

urability:the ability of a system
 to recover data despite faults

–
This idea is fault tolerance applied to data

–
D

oesn’t necessarily im
ply availability: inform

ation on pyram
ids w

as very durable, but could 
not be accessed until discovery of Rosetta Stone

•
Reliability: the ability of a system

 or com
ponent to perform

 its required functions under 
stated conditions for a specified period of tim

e (IEEE definition)
–

Usually stronger than sim
ply availability: m

eans that the system
 is not only “up”, but also 

w
orking correctly

–
Includes availability, security, fault tolerance/durability

–
M

ust m
ake sure data survives system

 crashes, disk crashes, other problem
s
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H
O

W
 T

O
 M

A
K

E FILE SY
ST

EM
S M

O
R

E 
D
U
R
A
B
LE?
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H
ow

 to M
ake File System

s m
ore D

urable?
•

D
isk blocks contain Reed-Solom

on error correcting codes (ECC) to deal w
ith sm

all 
defects in disk drive

–
Can allow

 recovery of data from
 sm

all m
edia defects 

•
M

ake sure w
rites survive in short term

–
Either abandon delayed w

rites or
–

Use special, battery-backed RAM
 (called non-volatile RAM

 or N
VRAM

) for dirty blocks in 
buffer cache

•
M

ake sure that data survives in long term
–

N
eed to replicate!  M

ore than one copy of data!
–

Im
portant elem

ent: independence of failure
»

Could put copies on one disk, but if disk head fails…
»

Could put copies on different disks, but if server fails…
»

Could put copies on different servers, but if building is struck by lightning…
. 

»
Could put copies on servers in different continents…
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R
A

ID
 1: D

isk M
irroring/Shadow

ing

•
Each disk is fully duplicated onto its “shadow

”
–

For high I/O
 rate, high availability environm

ents
–

M
ost expensive solution: 100% capacity overhead

•
Bandw

idth sacrificed on w
rite:

–
Logical w

rite = tw
o physical w

rites
–

H
ighest bandw

idth w
hen disk heads and rotation synchronized (challenging)

•
Reads m

ay be optim
ized

–
Can have tw

o independent reads to sam
e data

•
Recovery: 

–
D

isk failure Þ
replace disk and copy data to new

 disk
–

H
ot Spare: idle disk attached to system

 for im
m

ediate replacem
ent

recovery
group

Redundant Array of Inexpensive D
isks

(developed here at Berkeley!)
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•
D

ata stripped across m
ultiple disks 

–
Successive blocks stored on successive 
(non-parity) disks

–
Increased bandw

idth over single disk

•
Parity block (in green) constructed 
by X

O
Ring data blocks in stripe

–
P0=D

0Å
D

1Å
D

2Å
D

3
–

Can destroy any one disk and still 
reconstruct data

•
Suppose D

isk 3 fails, then can reconstruct:
D

2=D
0Å

D
1Å

D
3Å

P0

•
Can spread inform

ation w
idely across internet for durability

–
RAID

 algorithm
s w

ork over geographic scale

R
A

ID
 5+

: H
igh I/O

 R
ate Parity

Increasing
Logical
D

isk 
A

ddresses

Stripe U
nit

D
0

D
1

D
2

D
3

P0

D
4

D
5

D
6

P1
D

7

D
8

D
9

P2
D

10
D

11

D
12

P3
D

13
D

14
D

15

P4
D

16
D

17
D

18
D

19

D
20

D
21

D
22

D
23

P5

D
isk 1

D
isk 2

D
isk 3

D
isk 4

D
isk 5
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R
A

ID
 6 and other Erasure C

odes
•

In general: RAID
X

 is an “erasure code”
–

M
ust have ability to know

 w
hich disks are bad

–
Treat m

issing disk as an “Erasure”
•

Today, disks so big that: RAID
 5 not sufficient!

–
Tim

e to repair disk sooooo
long, another disk m

ight fail in process!
–

“RAID
 6” –

allow
 2 disks in replication stripe to fail

–
Requires m

ore com
plex erasure code, such as EVEN

O
D

D
code (see readings)

•
M

ore general option for general erasure code: Reed-Solom
on codes

–
Based on polynom

ials in G
F(2 k) (I.e. k-bit sym

bols)
–"

data points define a degree "
polynom

ial; encoding is #
points on the polynom

ial
–

Any "
points can be used to recover the polynom

ial; #−
"

failures tolerated
•

Erasure codes not just for disk arrays. For exam
ple, geographic replication

–
E.g., split data into "

=
4

chunks, generate #
=
16

fragm
ents and distribute across the Internet

–
Any 4 fragm

ents can be used to recover the original data ---very durable!
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•
H

ighly durable –
hard to destroy all copies

•
H

ighly available for reads
–

Sim
ple replication: read any copy

–
Erasure coded: read m

 of n
•

Low
 availability for w

rites
–

Can’t write if any one replica is not up
–

O
r –

need relaxed consistency m
odel

•
Reliability? –

availability, security, durability, fault-tolerance

R
eplica/Frag #

1

R
eplica/Frag #

2

R
eplica/Frag #

n

H
igher D

urability through G
eographic R

eplication
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H
O

W
 T

O
 M

A
K

E FILE SY
ST

EM
S M

O
R

E 
R
E
LIA

B
LE?
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File System
 R

eliability:
(D

ifference from
 Block-level reliability)

•
W

hat can happen if disk loses pow
er or softw

are crashes?
–

Som
e operations in progress m

ay com
plete

–
Som

e operations in progress m
ay be lost

–
O

verw
rite of a block m

ay only partially com
plete

•
H

aving RAID
 doesn’t necessarily protect against all such failures

–
N

o protection against w
riting bad state

–
W

hat if one disk of RAID
 group not w

ritten?
•

File system
 needs durability (as a m

inim
um

!)
–

D
ata previously stored can be retrieved (m

aybe after som
e recovery step), regardless of 

failure

•
But durability is not quite enough…

!
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Storage R
eliability Problem

•
Single logical file operation can involve updates to m

ultiple physical disk blocks
–

inode, indirect block, data block, bitm
ap, …

–
W

ith sector rem
apping, single update to physical disk block can require m

ultiple (even low
er 

level) updates to sectors

•
At a physical level, operations com

plete one at a tim
e

–
W

ant concurrent operations for perform
ance

•
H

ow
 do w

e guarantee consistency regardless of w
hen crash occurs?
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T
hreats to R

eliability
•

Interrupted O
peration

–
Crash or pow

er failure in the m
iddle of a series of related updates m

ay leave stored data in 
an inconsistent state

–
Exam

ple: transfer funds from
 one bank account to another  

–
W

hat if transfer is interrupted after w
ithdraw

al and before deposit?

•
Loss of stored data

–
Failure of non-volatile storage m

edia m
ay cause previously stored data to disappear or be 

corrupted
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T
w

o R
eliability A

pproaches

C
areful O

rdering and R
ecovery

•
FA

T
 &

 FFS +
 (fsck)

•
Each step builds structure, 

•
D

ata block
Ü

inode
Ü

free Ü
directory

•
Last step links it in to rest of FS

•
R

ecover scans structure looking for 
incom

plete actions

V
ersioning and C

opy-on-W
rite

•
Z

FS, …

•
V

ersion files at som
e granularity

•
C

reate new
 structure linking back to 

unchanged parts of old

•
Last step is to declare that the new

 
version is ready

Lec
22.16

4/14/2022
Joseph &

 K
ubiatow

icz
C

S162 ©
 U

C
B Spring 2022

R
eliability A

pproach #
1: C

areful O
rdering

•
Sequence operations in a specific order

–
Careful design to allow

 sequence to be interrupted safely

•
Post-crash recovery

–
Read data structures to see if there w

ere any operations in progress
–

Clean up/finish as needed

•
Approach taken by 

–
FAT and FFS (fsck) to protect filesystem

structure/m
etadata

–
M

any app-level recovery schem
es (e.g., W

ord, em
acsautosaves)
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Berkeley FFS: C
reate a File

N
orm

al operation:
•

A
llocate data block

•
W

rite data block
•

A
llocate inode

•
W

rite inode
block

•
U

pdate bitm
ap of free blocks and 

inodes
•

U
pdate directory w

ith file nam
e
®

inode
num

ber
•

U
pdate m

odify tim
e for directory

Recovery:
•

Scan inode
table

•
If any unlinked files (not in any 
directory), delete or put in lost &

 
found dir

•
C

om
pare free block bitm

ap against 
inode

trees
•

Scan directories for m
issing 

update/access tim
es

Tim
e proportional to disk size
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R
eliability A

pproach #
2: C

opy on W
rite File Layout

•
Recall: m

ulti-level index structure lets us find the data blocks of a file
•

Instead of over-w
riting existing data blocks and updating the index structure:

–
Create a new

 version of the file w
ith the updated data

–
Reuse blocks that don’t change m

uch of w
hat is already in place

–
This is called: Copy O

n W
rite (CO

W
)

•
Seem

s expensive!  But
–

Updates can be batched
–

Alm
ost all disk w

rites can occur in parallel

•
Approach taken in netw

ork file server appliances
–

N
etApp’s W

rite Anyw
here File Layout (W

AFL)
–

ZFS (Sun/O
racle) and O

penZFS
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C
O

W
 w

ith Sm
aller-R

adix Blocks

•
If file represented as a tree of blocks, just need to 
update the leading fringe

W
rite 

old version
new

 version
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Exam
ple: Z

FS and O
penZ

FS
•

Variable sized blocks: 512 B –
128 KB

•
Sym

m
etric tree

–
Know

 if it is large or sm
all w

hen w
e m

ake the copy
•

Store version num
ber w

ith pointers
–

Can create new
 version by adding blocks and new

 pointers
•

Buffers a collection of w
rites before creating a new

 version w
ith them

•
Free space represented as tree of extents in each block group

–
D

elay updates to freespace
(in log) and do them

 all w
hen block group is activated

Lec
22.21

4/14/2022
Joseph &

 K
ubiatow

icz
C

S162 ©
 U

C
B Spring 2022

Recall: CS 162 Collaboration Policy

Explaining a concept to som
eone in another group

D
iscussing algorithm

s/testing strategies w
ith other groups

D
iscussing debugging approaches w

ith other groups
Searching online for generic algorithm

s (e.g., hash table) 

Sharing code or test cases w
ith another group

Copying O
R reading another group’s code or test cases

Copying O
R reading online code or test cases from

 prior years
H

elping som
eone in another group to debug their code

•
W

e com
pare all project subm

issions against prior year subm
issions and online solutions 

and w
ill take actions (described on the course overview

 page) against offenders 
•

D
on’t put a friend in a bad position by asking for help that they shouldn’t give!
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M
ore G

eneral R
eliability Solutions

•
U

se Transactions for atom
ic updates

–
Ensure that m

ultiple related updates are perform
ed atom

ically
–

i.e., if a crash occurs in the m
iddle, the state of the system

s reflects either all or none of the 
updates

–
M

ost m
odern file system

s use transactions internally to update filesystem
structures and 

m
etadata

–
M

any applications im
plem

ent their ow
n transactions

•
Provide Redundancy for m

edia failures
–

Redundant representation on m
edia (Error Correcting Codes)

–
Replication across m

edia (e.g., RAID
 disk array)
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T
ransactions

•
Closely related to critical sections for m

anipulating shared data structures

•
They extend concept of atom

ic update from
 m

em
ory to stable storage

–
Atom

ically update m
ultiple persistent data structures

•
M

any ad-hoc approaches
–

FFS carefully ordered the sequence of updates so that if a crash occurred w
hile 

m
anipulating directory or inodesthe disk scan on reboot w

ould detect and recover the 
error (fsck)

–
Applications use tem

porary files and renam
e 
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K
ey C

oncept: T
ransaction

•
A transaction

is an atom
ic sequence of reads and w

rites that takes the system
 from

 
consistent state to another.

•
Recall: Code in a critical section appears atom

ic to other threads
•

Transactions extend the concept of atom
ic updates from

 m
em

oryto persistent storage

consistent state 1
consistent state 2

transaction
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T
ypical Structure

•
Begin

a transaction –
get transaction id

•
D

o a bunch of updates
–

If any fail along the way, roll-back
–

O
r, if any conflicts with other transactions, roll-back

•
Com

m
itthe transaction
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“C
lassic” Exam

ple: T
ransaction

UPDATE accounts SET balance = balance -
100.00 WHERE 

name = 'Alice'; 

UPDATE branches SET balance = balance -
100.00 WHERE 

name = (SELECT branch_name
FROM accounts WHERE name 

= 'Alice');

UPDATE accounts SET balance = balance + 100.00 WHERE 
name = 'Bob'; 

UPDATE branches SET balance = balance + 100.00 WHERE 
name = (SELECT branch_name

FROM accounts WHERE name 
= 'Bob');

BEGIN;    --BEGIN TRANSACTION

COMMIT;    --COMMIT WORK

Transfer $100 from
 Alice’s account to Bob’s account
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Concept of a log
•

O
ne sim

ple action is atom
ic –

w
rite/append a basic item

•
U

se that to seal the com
m

itm
ent to a w

hole series of actions

Get 10$ from account A

Get 7$ from account B

Get 13$ from account C

Put 15$ into account X
Put 15$ into account Y

Start Tran N

Commit Tran N
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T
ransactional File System

s
•

Better reliability through use of log
–

Changes are treated as transactions 
–

A transaction is com
m

itted once it is w
ritten to the log

»
D

ata forced to disk for reliability
»

Process can be accelerated with N
VRAM

–
Although File system

 m
ay not be updated im

m
ediately, data preserved in the log

•
D

ifference betw
een “Log Structured” and “Journaled”

–
In a Log Structured filesystem

, data stays in log form
–

In a Journaled
filesystem

, Log used for recovery
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Journaling File System
s

•
D

on’t m
odify data structures on disk directly

•
W

rite each update as transaction recorded in a log
–

Com
m

only called a journal or intention list
–

Also m
aintained on disk (allocate blocks for it w

hen form
atting)

•
O

nce changes are in the log, they can be safely applied to file system
 

–
e.g. m

odify inode
pointers and directory m

apping
•

G
arbage collection: once a change is applied, rem

ove its entry from
 the log

•
Linux took original FFS-like file system

 (ext2) and added a journal to get ext3!
–

Som
e options: w

hether or not to w
rite all data to journal or just m

etadata

•
O

ther exam
ples: N

TFS, Apple H
FS+/apfs, Linux X

FS, JFS, ext4
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Creating a File (N
o Journaling Yet)

•
Find free data block(s)

•
Find free inode

entry
•

Find direntinsertion point
-----------------------------------------
•

W
rite m

ap (i.e., m
ark used)

•
W

rite inode
entry to point to block(s)

•
W

rite direntto point to inode

D
ata blocks

Free space 
m

ap

…

Inode
table

D
irectory

entries
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Creating a File (W
ith Journaling)

•
Find free data block(s)

•
Find free inode

entry
•

Find direntinsertion point
-----------------------------------------
•

[log] W
rite m

ap (i.e., m
ark used)

•
[log] W

rite inode
entry to point to block(s)

•
[log] W

rite direntto point to inode

D
ata blocks

Free space 
m

ap

…

Inode
table

D
irectory

entries

Log: in non-volatile storage (Flash or on D
isk)

head
tail

pending
done

start

commit
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After Com
m

it, Eventually Replay Transaction

•
All accesses to the file system

 first looks in the log
–

Actual on-disk data structure m
ight be stale

•
Eventually, copy changes to disk and discard 
transaction from

 the log
D

ata blocks

Free space 
m

ap

…

Inode
table

D
irectory

entries

Log: in non-volatile storage (Flash or on D
isk)

head

pending
done

start

commit

tail
tail

tail
tail

tail
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Crash Recovery: Discard Partial Transactions

•
U

pon recovery, scan the log

•
D

etect transaction start w
ith no com

m
it

•
D

iscard log entries

•
D

isk rem
ains unchanged

D
ata blocks

Free space 
m

ap

…

Inode
table

D
irectory

entries

Log: in non-volatile storage (Flash or on D
isk)

head
tail

pending
done

start



Lec
22.34

4/14/2022
Joseph &

 K
ubiatow

icz
C

S162 ©
 U

C
B Spring 2022

•
Scan log, find start

•
Find m

atching com
m

it

•
Redo it as usual

–
O

r just let it happen later

D
ata blocks

Free space 
m

ap

…

Inode
table

D
irectory

entries

Log: in non-volatile storage (Flash or on D
isk)

head
tail

pending
done

start

commit

Crash Recovery: Keep Com
plete Transactions
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Journaling Sum
m

ary

W
hy go through all this trouble?

•
U

pdates atom
ic, even if w

e crash:
–

Update either gets fully applied or discarded
–

All physical operations treated as a logical unit

Isn’t this expensive?
•

Yes! W
e're now

 w
riting all data tw

ice (once to log, once to actual data blocks in 
target file)

•
M

odern filesystem
s journal m

etadata updates only
–

Record m
odifications to file system

 data structures
–

But apply updates to a file’s contents directly

Lec
22.36

4/14/2022
Joseph &

 K
ubiatow

icz
C

S162 ©
 U

C
B Spring 2022

Sum
m

ary 
•

Im
portant system

 properties
–

Availability: how
 often is the resource available?

–
D

urability: how
 w

ell is data preserved against faults?
–

Reliability: how
 often is resource perform

ing correctly?
•

RAID
: Redundant Arrays of Inexpensive D

isks
–

RAID
1: m

irroring, RAID
5: Parity block

•
Copy-on-w

rite provides richer function (versions) w
ith m

uch sim
pler recovery

–
Little perform

ance im
pact since sequential w

rite to storage device is nearly free
•

U
se of Log to im

prove Reliability
–

Journaled
file system

s such as ext3, N
TFS

•
Transactions over a log provide a general solution

–
Com

m
it sequence to durable log, then update the disk

–
Log takes precedence over disk

–
Replay com

m
itted transactions, discard partials


